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he purpose of access control is to limit

the actionsoroperations thatalegitimate

user of acomputer system can perform.

Accesscontrol constrains whatauser can

do directly, as well as what programs

' e executing on behalf of the users are

allowed to do. In this way access control seeks to

prevent activity that could lead to a breach of

security. This article explains access control and

its relationship to other security services such as

authentication, auditing, and administration. It

then reviews the access matrix model and describes

different approaches to implementing the access

matrix in practical systems, and follows with a dis-

cussion of access control policies commonly

found in current systems, and a brief considera-
tion of access control administration.

Access Control and Other
Security Services

Access control relies on and coexists with other
security services in a computer system (Fig.1).
Access control is concerned with limiting the activ-
ity of legitimate users. It is enforced by a refer-
ence monitor which mediates every attempted access
by a user (or program executing on behalf of that
user) to objects in the system. The reference
monitor consults an authorization database in order
to determine if the user attempting to do an
operationisactually authorized to perform that oper-
ation. Authorizations in this database are admin-
istered and maintained by a security administrator.
The administrator sets these authorizations on
the basis of the security policy of the organiza-
tion. Users may also be able to modify some por-
tion of the authorization database, for instance,
to set permissions for their personal files. Audit-
ing monitors and keeps a record of relevant activ-
ity in the system.

Figure lisalogical picture of security services and
their interactions. It should not be interpreted liter-
ally. Forinstance, as we will see later, the authorization
database isoftenstored with the objects being protected
by the reference monitor rather than in a physically

separate area. The picture is also somewhat idealized
in that the separation between authentication,
accesscontrol, auditing, and administration services
may not always be as clear as this picture indicates.
This separation is considered highly desirable, but
is not always faithfully implemented in every system.

Itisimportant to make a clear distinction between
authentication and access control. Correctly estab-
lishing the identity of the user is the responsibility
of the authentication service. Access control assumes
that authentication of the user has been successfully
verified prior to enforcement of access control via
a reference monitor. The effectiveness of the
access control rests on a proper user identifica-
tionand on the correctness of the authorizations gov-
erning the reference monitor.

Readers are surely familiar with the process of
signing on to acomputer system by providing aniden-
tifier and a password. In a networked environ-
ment authentication becomes more difficult for
several reasons. If intruders can observe network
traffic they can replay authentication protocols in
ordertomasquerade aslegitimate users. Also, com-
puters on the network need to mutually authenti-
cate each other. In this article we assume that
authentication has been correctly achieved, and focus
onwhathappens after that. For discussion of authen-
tication issues in distributed systems readers are
referred to [1, 2].

It is also important to understand that access
control is not a complete solution for securing a
system. It must be coupled with auditing. Audit con-
trols concern a posteriori analysis of all the
requests and activities of users in the system.
Auditing requires the registration (logging) of all
user requests and activities for their later analy-
sis. Audit controls are useful both as deterrent (users
may be discouraged from attempting violations if
they know all their requests are being tracked) as
well asa means to analyze the users’ behavior in using
the system to find out about possible attempted
or actual violations. Moreover, auditing can be
useful for determining possible flaws in the secu-
rity system. Finally, auditing is essential to ensurc
that authorized users do not misuse their privi-
leges. In other words, to hold users accountable
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for their actions. Note that effective auditing requires
that good authentication be in place.

In access control systems a distinction is gen-
erally made between policies and mechanisms. Poli-
cies are high-level guidelines that determine how
accesses arc controlled and access decisions
determined. Mechanisms are low-level software
and hardware functions that can be configured to
implementa policy. Security researchers have sought
to develop access control mechanisms that are
largely independent of the policy for which they could
be used. This is a desirable goal in order to allow
reuse of mechanisms that serve a variety of sccu-
rity purposes. Often, the same mechanisms can
be used insupport of secrecy, integrity, or availability
objectives. On the other hand, sometimes the
policy aiternatives are so many and diverse that
system implementors feel compelled choose one
in preference to the others.

In general, there do not exist policies that are
“better’” than others; rather, there exist policies that
ensure more protection than others. However, not
all systems have the same protection requirements.
Policies suitable for a given system may not be
suitable for another. For instance, very strict
access control policies, which are crucial to some sys-
tems, may be inappropriate for environments where
usersrequire greater flexibility. The choice of access
control policy depends on the particular charac-
teristics of the environment to be protected.

The Access Matrix

Security practitioners have developed a number
of abstractions over the years in dealing with
access control. Perhaps the most fundamental of

M Figure 1. Access control and other security services.

these is the realization that all resources controlled
by a computer system can be represented by data
storedinobjects (e.g., files). Therefore protection of
objectsis the crucial requirement, which in turn facil-
itates protection of other resources controlled via
the computer system. (Of course, these resources
must also be physically protected so that they
cannot be manipulated directly bypassing the access
controls of the computer system.)

Activityin the system isinitiated by entities known
as subjects. Subjects are typically users or pro-
grams executing on behalf of users. A user may
sign on to the system as different subjectson different
occasions, depending on which privileges the user
wishes to exercise in a given session. For example,
a user working on two different projects may sign
on for purpose of working on one project or the other.
We then have two subjects corresponding to this user,
depending on the project the user is currently
working on.

A subtle point that is often overlooked is that
subjects can themselves be objects. A subject can
create additional subjects in order to accomplish
its task. The children subjects may be executing
on various computers in a network. The parent
subject will usually be able to suspend or termi-
nate its children as appropriate. The fact that
subjects can be objects corresponds to the obser-
vation that the initiator of one operation can be
the target of another. (In network parlance sub-
jects are sometimes called initiators, and objectsare
sometimes called targets.)

The subject-object distinction is basic to access
control. Subjects initiate actions or operations on
objects. These actions are permitted or denied in
accord with the authorizations established in the
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system. Authorization is expressed in terms of
accessrightsor access modes. The meaning of access
rights depends upon the object in question. For
files the typical access rights are read, write,
execute, and own. The meaning of the first three
of theseis self evident. Ownership isconcerned with
controlling who can change the access permissions for
the file. An object such as a bank account may
have access rights inquiry, credit, and debit,
corresponding to the basic operations that can be per-
formed on an account. These operations would be
implemented by application programs, whereas
for a file the operations would typically be pro-
vided by the operating system.

The access matrix is a conceptual model that
specities the rights that each subject possesses for
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& Figure 3. /Access control lists for files in Fig. 2.

each object. There is a row in this matrix for each
subject, and a column for each object. Each cell
of the matrix specifies the access authorized for
the subject in the row to the object in the column.
The task of access control is to ensure that only those
operations authorized by the access matrix actu-
ally get executed. This is achieved by means of a
reference monitor, which is responsible for medi-
ating all attempted operations by subjectson objects.
Note that the access matrix model clearly sepa-
rates the problem of authentication from that of
authorization.

An example of an access matrix is shown in
Fig. 2, where the rights R and W denote read and
write, respectively, and the other rights are as
discussed above. The subjects shown herc are
John, Alice, and Bob. There are four files and two
accounts. This matrix specifies that, for example,
John is the owner of File 3 and can rcad and write
that file, but John has no access to File 2 or Filc 4.
The precise meaning of ownership varies from
one system to another. Usually the owner of a file
is authorized to grant other users access to the file,
as well as revoke access. Since John owns File 1,
he can give Alice the R right and Bob the Rand W
rights as shown in Fig. 2. John can later revoke
onc or more of these rights at his discretion.

The access rights for the accounts illustrate how
access can be controlled in terms of abstract oper-
ations implemented by application programs. The
Inquiry operationissimilar toread in thatitretricves
information but does not change it. Both the
credit and debit operations will involve read-
ing the previous account balance, adjusting it as
appropriate andwriting it back. The programs which
implement these operations require read and
write access to the account data. Users, however, are
not allowed to read and write the account object
directly. They can manipulate account objects
only indirectly via application programs which imple-
ment the debit and credit operations.

Also note that there is no own right for accounts.
Objects such as bank accounts do not really have
anownerwho candetermine the access of other sub-
jectstothe account. Clearly the user who establishes
the account at the bank should not be the one to
decide who can access the account. Within the
bank different officials can access the account on the
basis of their job functions in the organization.

Implementation Approaches

I nalarge system the access matrix will be enormous
in size, and most of its cells are likely to be empty.
Accordingly the access matrix is very rarely imple-
mented as a matrix. We now discuss some common
approaches to implementing the access matrix in
practical systems.

Access Control Lists

A popular approach to implementing the access
matrix is by means of access control lists (ACLs).
Each object is associated with an ACL, indicating
for each subject in the system the accesses the
subject is authorized to execute on the object.
This approach corresponds to storing the matrix
by columns. ACLs corresponding to the files in
access matrix of Fig.2 are shown in Fig.3. Essen-
tially the access matrix column for File 1 is stored
in association with File 1, and so on.
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By looking at an object’s ACL it is easy to deter-
mine which modes of access subjects are current-
ly authorized for that object. In other words,
ACLs provide for convenient access review with
respect toan object. It is also easy to revoke all access-
es to an object by replacing the existing ACL
with an empty one. On the other hand determin-
ing all the accesses that a subject has is difficult in
an ACL-based system. It is necessary to examine
the ACL of every object in the system to do access
review with respect to a subject. Similarly if all
accesses of a subject need 10 be revoked all ACLs
must be visited one by one. (In practice revoca-
tion of all accesses of a subject is often done by
deleting the user account corresponding to that
subject. This is acceptable if a user is leaving an
organization. However, if a user is reassigned
within the organization it would be more conve-
pient to retain the account and change its privileges
to reflect the changed assignment of the user.)

Many systems allow group names to occur in
ACLs. For example, an entry such as (ISSE, R)
can authorize all members of the ISSE group toread
a file. Several popular operating systems, such as
UNIX and VMS, implement an abbreviated form of
ACLs in which a small number, often only one or
two, group numes can occur in the ACL. Individ-
ual subject names are not allowed. With this approach
the ACL has a small fixed size so it can be stored
using a few bits associated with the file. At the
other extreme there are a number of access con-
trol packages that allow complicated rules in
ACLs 10 limit when and how the access can be
invoked. These rules can be applied to individual
users or to all users who match a pattern defined
in terms of user names or other user attributes.

Capabilities

Capabilities are a dual approach to ACLs. Each
subject is associated with a list (called the capa-
bility list) that indicates, for each object in the
system, which accesses the subject is authorized
to execute on the object. Thisapproach corresponds
to storing the access matrix by rows. Figure 4
shows capability lists for the files in Fig. 2. In a
capability list approach it is easy to review all
accesses that a subject is authorized to perform,
by simply examining the subject’s capability list. How-
ever, determination of all subjects who can access
aparticular object requires examination of each and
every subject’s capability list. A number of capability-
bascd computer systems were developed in the
*70s, but did not prove to be commercially suc-
cessful. Modern operating systems typically take the
ACL-based approach.

It is possible to combine ACLs and capabilities.
Possession of a capability is sufficient for a sub-
ject to obtain access authorized by that capability. In
adistributed system this approach has the advantage
that repeated authentication of the subject is not
required. This allows a subject to be authenticat-
edonce, obtain its capabilities, and then present these
capabilities to abtain services from various servers
in the system. Each server may further use ACLs
to provide finer-grained access control.

Authorization Relations

We have secn that ACL- and capability-based
approaches have dual advaniages and disadvantages
with respect to access review. There are represen-

Subject Access mode

Bob |

Bob l w File 4

W Table 1. Authorization relation for files in Fig. 2.

tations of the access matrix that do not favor one
aspect of access review over the other. For exam-
ple, the access matrix can be represented by an
authorization relation (or table) as shown in Table
1. Each row, or tuple, of this table specifies one
access right of a subject to an object. Thus, John’s
accesses to File 1 require three rows. If this table
is sorted by subject, we get the effect of capability
lists. If it is sorted by object we get the effect of
ACLs. Relational database management systems
typically use such a representation.
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Access Control Policies

We will now discuss three different policies
that commonly occur in computer systems
as follows:

* Classical discretionary policies.

¢ Classical mandatory policies.

* The emerging role-based policies.

The qualifier “classical,” added to the first two
policies, reflects the fact that they have been rec-
ognized by security researchers and practitioners for
alongtime. However, inrecent years there is increas-
ing consensus that there are legitimate policies
with aspects of both, leading to the emergence of
role-based policies.

Itshouldbe noted that access control policies are
not necessarily exclusive. Different policies can
be combined to provide a more suitable protec-
tion system, as indicated in Fig. 5. Each of the
three inner circles represents a policy that allows
a subset of all possible accesses. When the poli-
cies are combined, only the intersection of their
accesses is allowed. Such a combination of poli-
cies is relatively straightforward as long as there
are no conflicts where one policy asserts that a
particular access must be allowed while another one
prohibits it. Such conflicts between policies need
to be reconciled by negotiations at an appropriate
level of management.

Classical Discretionary Policies
Discretionary protection policies govern the access
of users to the information on the basis of the user’s
identity and authorizations (or rules) that specify, for
each user (or group of users) and each object in the
system, the access modes (e.g., read, write, or exe-
cute) the user is allowed on the object. Each request
of a user to access an object is checked against the
specified authorizations. If there exists an autho-
rization stating that the user can access the object
inthe specificmode, the access is granted, otherwise
it is denied.

The flexibility of discretionary policies makes
them suitable for a variety of systems and appli-
cations. For these reasons, they have been widely
used in a variety of implementations, especially in
the commercial and industrial environments.

However, discretionary access control policies
have the drawback that they do not provide real assur-
ance on the flow of information in a system. It is easy

to bypass the access restrictions stated through the
authorizations. For example, a user who is able to
read data can pass it to other users not authorized
to read it without the cognizance of the owner. The
reason is that discretionary policies do not impose
any restriction on the usage of information by a
user once the user hasreceivedit, i.e., dissemination
of information is not controlled. In contrast, dis-
semination of information is controlled in manda-
tory systems by preventing information stored in
high-level objects to flow into low-level objects.

Discretionary access control policies based cn
explicitly specified authorizations are said to be
closed, in that the default decision of the reference
monitor is denial. Similar policies, called open
policies, could also be applied by specifying denials
instead of permissions. In this case, for each user
and each object of the system, the access modes the
user is forbidden on the object are specified. Each
access request by a user is checked against the
specified (negative) authorizations and granted only
if no authorizations denying the access exist. The
use of positive and negative authorizations can be com-
bined, allowing the specification of both the
accesses to be authorized as well as the accesses to
bedenied tothe users. The interaction of positive and
negative authorizations can become extremely com-
plicated [3].

Classical Mandatory Policies

Mandatory policies govern access on the basis of clas-
sification of subjects and objects in the system.
Each user and each object in the system is assigned
asecuritylevel. The security level associated with an
object reflects the sensitivity of the information con-
tained in the object, i.e, the potential damage thatcould
result from unauthorized disclosure of the infor-
mation. The security level associated with a user, also
called clearance, reflects the user’s trustworthi-
ness not to disclose sensitive information to users
not cleared to see it. In the simplest case, the secu-
rity level is an element of a hierarchical ordered set.
In the military and civilian government arenas, the
hierarchical set generally consists of Top Secret (TS),
Secret (S), Confidential (C), and Unclassified (U),
where TS > S > C > U. Each security level is said
to dominate itself and all others below it in this
hierarchy.

Access to an object by a subject is granted
only if some relationship (depending on the type
of access) is satisfied between the security levels asso-
ciated with the two. In particular, the following
two principles are required to hold.

Read down — A subject’s clearance must domi-
nate the security level of the object being read.

Write up— Asubject’s clearance mustbe dominated
by the security level of the object being written.

Satisfaction of these principles prevents infor-
mation in high-level objects (i.e., more sensitive)
to flow to objects at lower levels. Theseffect of
these rules is illustrated in Fig. 6. In such a system
information can only flow upwards or within the
same security class.

It is important to understand the relationship
between users and subjects in this context. Let us say
that the human user Jane iscleared to S, and assume
she always signs on to the system as an S subject

IEEE Communications Magazine ¢ September 1994



- speas

y Y

B Figure 6. Controlling information flow for secrecy.

(i.e., a subject with clearance S). Jane’s subjects are

prevented from reading TS objects by the read-down

rule. The write-up rule, however, has two aspects
that seem at first sight contrary to expectation.

* First, Jane’s S subjects can write a TS object
(even though they cannot read it). In particular,
they can overwrite existing TS data and there-
fore destroy it. Due to this integrity concern, many
systems for mandatory access control do not allow
write up; but limit writing to the same level as
the subject. At the same time, write up does
allow Jane’s S subjects to send e-mail to TS
subjects, and can have its benefits.

* Second, Jane’s S subjectscannot write Cor U data.
Thismeans, for example, that Jane can never send
e-mail to C or U users. This is contrary to what
happens in the paper world, where S users can
write memos to C and U users. This seeming
contradictionis easily eliminated by allowing Jane
tosign to thesystemasa C, or U, subject as appro-
priate. During these sessions she can send elec-
tronic mailto C,or U and C, subjects, respectively.

In other words, a user can sign on to the system
asasubject atany level dominated by the user’s clear-
ance. Why then bother to impose the write-up rule?
The main reason is to prevent malicious software
from leaking secrets downward from S to U. Users
are trusted not toleak such information, but the pro-
grams they execute do not merit the same degree
of trust. For example, Jane signs onto the system
atthe level inwhich her subjectscannotread S objects,
and thereby cannot leak data from S to U. The write-
up rule also prevents users from inadvertently
leaking information from high to low.

In additional to hierarchical security levels, cat-
egories (e.g., Crypto, NATO, Nuclear) can also be
associated with objects and subjects. In this case
the classification labels associated with each sub-
ject and each object consists of a pair composed of
a security level and a set of categories. The set of
categories associated with a user reflect the spe-
cific areas in which the user operates. The set of
categories associated with an object reflect the
areas to which information contained in objects is
referred. The consideration of categories provides

a finer grained security classification. In military
parlance categories enforce restriction on the basis
of the need-to-know principle, i.e., a subject should
be only given those accesses which are required to
carry out the subject’s responsibilities.

Mandatory access control can as well be applied
for the protection of information integrity. For exam-
ple, the integrity levels could be Crucial (C), Impor-
tant (I), and Unknown (U). The integrity level
associated with an object reflects the degree of
trust that can be placed in the information stored
in the object, and the potential damage that
could result from unauthorized modification of
the information. The integrity level associated
with a user reflects the user’s trustworthiness for
inserting, modifying, or deleting data and pro-
grams at that level. Principles similar to those
stated for secrecy are required to hold, as follows.

Read up — A subject’s integrity level must be domi-
nated by the integrity level of the object being read.

Write down — A subject’s integrity level must dom-
inate the integrity level of the object being written.

Satisfaction of these principlessafeguard integri-
ty by preventing information stored in low objects
(and therefore less reliable) to flow to high objects
(Fig. 7). Controlling information flow in this manner
is but one aspect of achieving integrity. Integrity in
general requires additional mechanisms, as discussed
in [4,5].

Note that the only difference between Figs. 6
and 7 is the direction of information flow, being
bottom to top in the former case and top to bottom
inthe latter. In other words, both cases are concerned
with one-directional information flow. The essence
of classical mandatory controls is one-directional
information flow in a lattice of security labels.
For further discussion on this topic see [6].

Role-Based Policies

The discretionary and mandatory policies discussed
above have been recognized in official standards,
notably the so-called Orange Book of the U.S. Depart-
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B Figure 7. Controlling information flow for integrity.

ment of Defense. A good introduction to the Orange
Book and its evaluation procedures is given in [7].

There has been a strong feeling among securi-
ty researchers and practitioners that many practi-
cal requirements are not covered by these classical
discretionary and mandatory policies. Mandatory
policies rise from rigid environments, like those
of the military. Discretionary policies rise from coop-
erative yet autonomous requirements, like those
of academic researchers. Neither requirement
satisfies the needs of most commercial enterpris-
es. Orange Book discretionary policy is too weak for
effective control of information assets, whereas
Orange Book mandatory policy is focused on the
U.S. Government policy for confidentiality of
classified information. (In practice the military often
finds Orange Book mandatory policies to be too rigid
and subverts them.)

Several alternatives toclassical discretionary and
mandatory policies have been proposed. These poli-
cies allow the specification of authorizations to
be granted to users (or groups) on objects like in
the discretionary approach, together with the
possibility of specifying restrictions (like in the manda-
tory approach) on the assignment or on the use
of suchauthorizations. One of the promising avenues
receiving growing attention is that of role-based
access control [8, 9].

Role-based policies regulate users’ access to
the information on the basis of the activities the users
execute in the system. Role-based policies require
the identification of roles in the system. A role can
be defined as a set of actions and responsibilities
associated with a particular working activity.
Then, instead of specifying all the accesses each user
isallowed to execute, access authorizations on objects
are specified for roles. Users are given authoriza-
tions to adopt roles. A recent study by NIST con-
firms that roles are a useful approach for many
commercial and government organizations [10].

The user playing a role is allowed to execute all
accesses for which the role is authorized. In general
a user can take on different roles on different occa-
sions. Also the same role canbe played by several users,
perhapssimultaneously. Some proposals for role-based
access control allow a user to exercise multiple roles
at the same time. Other proposals limit the user to

only one role at a time, or recognize that some roles
can be jointly exercised while others must be adopt-
ed in exclusion to one another. As yet there are no
standards in this arena, so it is likely that different
approaches will be pursued in different systems.

The role-based approach has several advantages.
Some of these are discussed below.

Authorization management —Role-based poli-
cies benefit from a logical independence in speci-
fying user authorizations by breaking this task into
two parts, one which assigns users to roles and
one which assigns access rights for objects to
roles. This greatly simplifies security management.
Forinstance, suppose a user responsibilities change,
say, due toa promotion. The user’s current roles can
be taken away and new roles assigned as appro-
priate for the new responsibilities. If all authorization
is directly between users and objects, it becomes
necessary to revoke all existing access rights of
the user and assign new ones. This is a cumber-
some and time-consuming task.

Hierarchical roles — In many applications there
is a natural hierarchy of roles, based on the famil-
iar principles of generalization and specialization.
Anexample isshownin Fig. 8. Here the roles of hard-
ware and software engineer are specializations of
the engineer role. A user assigned to the role of
software engineer (or hardware engineer) will
also inherit privileges and permissions assigned to
the more general role of engineer. The role of super-
vising engineer similarly inherits privileges and
permissions from both software-engineer and hard-
ware-engineer roles. Hierarchical roles further sim-
plify authorization management.

Least privilege — Roles allow a user to sign on with
the least privilege required for the particular task
at hand. Users authorized to powerful roles do
not need to exercise them until those privileges
are actually needed. This minimizes the danger of
damage due to inadvertent errors or by intruders
masquerading as legitimate users.

Separation of duties — Separation of duties refer
to the principle that no user should be given enough
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privileges to misuse the system on their own. For
example, the person authorizing a paycheck should
not also be the one who can prepare them. Separa-
tion of duties can be enforced either statically (by
defining conflicting roles, i.e., roles that cannot
be executed by the same user) or dynamically (by
enforcing the control ataccess time). An example of
dynamic separation of duty is the two-person
rule. The first user to execute a two-person oper-
ation can be any authorized user, whereas the
second user can be any authorized user different
from the first.

Object classes — Role-based policies provides
a classification of users according to the activities
they execute. Analogously, a classification should be
provided for objects. For example, generally a
clerk will need to have access to the bank accounts,
and asecretarywill have access to the lettersand memos
(or some subset of them). Objects could be classi-
fied according to their type (e.g., letters, manu-
als) or to their application area (e.g., commercial
letters, advertising letters). Access authorizations of
roles should then be on the basis of object classes,
not specific objects. For example, a secretary role
can be given the authorization to read and write the
entire class of letters, instead of giving it explicit
authorization for each single letter. This approach
has the advantage of making authorization admin-
istration much easier and better controlled.
Moreover, the accesses authorized on each object
are automatically determined according to the
type of the object without need of specifying
authorizations upon each object creation.

Administration of Authorization

dministrative policies determine who is autho-

rized to modify the allowed accesses. Thisisone
of the most important, and least understood, aspects
of access controls.

In mandatory access control, the allowed
accesses are determined entirely on basis of the
security classification of subjects and objects. Security
levels are assigned to users by the security admin-
istrator. Security levels of objects are determined
by the system on the basis of the levels of the
users creating them. The security administrator is
typically the only one who can change security
levels of subjects or objects. The administrative
policy is therefore very simple.

Discretionary access control permits awide range
of administrative policies. Some of these are described
below.

Centralized — Asingle authorizer (or group)isallowed
to grant and revoke authorizations to the users.

Hierarchical — A central authorizer is responsi-
ble for assigning administrative responsibilities to
other administrators. The administrators can
then grant and revoke access authorizations to
the users of the system. Hierarchical administra-
tion can be applied, for example, according to the
organization chart.

Cooperative — Special authorizations on given
resources cannot be granted by a single authorizer
but needs cooperation of several authorizers.

M Figure 8. A role inheritance hierarchy.

Ownership — A user is considered the owner of
the objects he/she creates. The owner can grant
and revoke access rights for other users to that object.

Decentralized — In decentralized administra-
tion the owner of an object can also grant other users
the privilege of administering authorizations on
the object.

Within each of these there are many possible vari-
ations.

Role-based access control has a similar wide range
of possible administrative policies. In this case
roles can also be used to manage and control the
administrative mechanisms.

Delegation of administrative authority is an
important area in which existing access control
systems are deficient. In large distributed systems
centralized administration of access rights is
infeasible. Some existing systems allow adminis-
trative authority for a specified subset of the
objects to be delegated by the central security
administrator to other security administrators.
For example, authority to administer objects in a
particular region can be granted to the regional
security administrator. This allows delegation of
administrative authority in a selective piecemeal
manner. However, there is a dimension of selec-
tivity that is largely ignored in existing systems.
For instance, it may be desirable that the regional
security administrator be limited to granting
access to these objects only to employees who
work in that region. Control over the regional
administrators can be centrally administered, but
they can have considerable autonomy within their
regions. This process of delegation can be repeat-
ed within each region to set up sub-regions and
SO on.

Conclusion

Acccss control is required to achieve secrecy,
integrity, or availability objectives. ACLs
have been a popular approach for implementing
the access matrix model in computer operating
systems. Some systems approximate ACLs by
limiting the granularity of ACL entries to one or
two user groups. Other systems allow consider-
able sophistication. ACLs have disadvantages for
access review and revocation on a per-subject

Administra-
tive policies
determine
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modify the
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This is one
of the most
important,
and least
understood,
aspects of
access

controls.
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basis, but on a per-object basis they are very
good. More flexible representations such as
authorization tables provide for superior man-
agement of access rights, but are usually available
only in database management systems. In a dis-
tributed system a combination of capabilities
for coarse-grained control of access to servers,
with ACLs or authorization tables for finer-
grained controls within servers, is an attractive com-
bination.

The classical distinction between mandatory
and discretionary access control policies is a useful
one. But these two policies do not solve many
practical needs. Role-based access control poli-
cies offer an attractive alternative to the strict
rigidity of traditional mandatory controls, while
providing some of the flexibility inherent in dis-
cretionary controls. Effective decentralized
administration of authorization is an area which
could use improvement.

Finally, itisimportant to integrate computer and
network (or communications) security more close-
lyinorder to develop a true discipline of information
security. Although progress has been made, much
remains to be done.
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